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Abstract:

One of the most important tasks in road maintenance is the detection of potholes. This process is usually done
through manual visual inspection, where certified engineers assess recorded images of pavements acquired
using cameras or professional road assessment vehicles. Machine learning techniques are now being applied
to this problem, with models trained to automatically identify road conditions. However, approaching this realworld problem with machine learning techniques presents the classic problem of how to produce generalisable
models. Images and videos may be captured in different illumination conditions, with different camera types,
camera angles and resolutions. In this paper we present our approach to building a generalized learning model
for pothole detection. We apply four datasets that contain a range of image and environment conditions. Using
the Faster RCNN object detection model, we demonstrate the extent to which pothole detection models can
generalise across various conditions. Our work is a contribution to bringing automated road maintenance
techniques from the research lab into the real-world.

1

INTRODUCTION

The assessment of road surface (termed road pavement) condition is a crucial task to ensure their usability and provide maximum safety for the public.
The costs involved in maintaining pavements are significant – both to road users (over 60% of Irish people have had their chosen mode of transport damaged
as a result of striking a pothole according to recent
research) (ALDWORTH, 2018). The UK, councils
allocate 75% funds for the maintenance of the local
road condition and 25% for construction (Radopoulou
and Brilakis, 2015). The two most common surface
materials for road pavement are concrete and asphalt.
Concrete roads are highly durable when compared to
asphalt roads. Although concrete road surfaces last
longer, repairing them is more complex. Holes or
cracks cannot simply be patched–instead, entire slabs
must be replaced. Asphalt paving is cheaper compared to concrete paving. It also creates a smoother
drive, and provides better safety due to better traction and skid resistance. Asphalt is ideal for rural
road pavements due to the ease of maintenance and
a
b
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repair, patching is simpler and faster than replacing
entire slabs of roadways on less heavily trafficked areas such as country roads. But with only a 10-year
lifespan, asphalt must be re-laid or repaired on a much
more regular basis than concrete.
Pavement defects vary depending on the pavement
surface. Pavement defects include cracking caused by
failure of the surface layer. Surface deformation such
as rutting that results from weakness in one or more
layers of the pavement. Disintegration such as potholes caused by progressive breaking up of pavement
into small loose pieces and surface defects, such as
ravelling caused by errors during construction such as
insufficient adhesion between the asphalt and aggregate particulate materials.
In this paper we focus on the detection and localization of potholes which are a common defect on
both asphalt and concrete pavement. Potholes are
a common cause of accidents and therefore require
frequent inspection and timely repair. Pavement inspection usually consists of three main steps: 1) data
collection, 2) defect identification and 3) defect assessment. The first step is largely automatic, carried
out by specially adapted vehicles for surface surveying. However, the other two steps are largely manual.
Images of road pavements are visually inspected by
structural engineers or certified inspectors who assess
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the road condition against the Pavement Condition Index (PCI). PCI is widely used in transportation civil
engineering across the world and many authorities use
it to measure the performance of their road infrastructure. It provides a numerical index between 0 and 100
which is used to specify general condition of pavements.
An automated defect detection and localization
system could be a valuable tool for improving the performance and accuracy of the pavement inspection
and assessment process as well as reduce the manual overhead of the current process. Such a system
could be used to evaluate images or videos to assess
pavement condition data. Additionally, an automated
pothole detection system could be integrated into existing road inspection tools to support the inspection
process by detecting road potholes from images acquired during the pavement inspection process.
This paper proposes a pothole detection method to
detect and localize potholes on road surface. We
describe the development of a Faster RCNN (Ren
et al., 2016) model for pothole detection which is
trained on a public potholes dataset (Kaggle, 2019)
and tested for its generalizability on a number of other
pavement image dataset(s). The contribution of our
work is threefold: (1) We present an object detection model that can achieve accuracies of between
70% and 90%, for the task of detecting potholes in
images; (2) We measure the impact of various realworld conditions on the accuracy of pothole detection models,and;(3) We publish three re-labelled public dataset(s) and contribute a labelled pothole image
dataset to the field. The rest of this paper is organized as follows. In the next section related work on
image processing and machine learning for pothole
detection has been reviewed. In section 3 we describe
experimental work to develop a trained model for pothole detection and the results of testing of this model
on several dataset(s). In Section 4 we present our results and conclude with a discussion in Section 5.

2

RELATED WORK

With recent advances in deep learning, computer vision and image processing, research work has been
carried out on pothole detection (Dhiman and Klette,
2019). Pothole detection methods are divided into
three broad areas: vision based (Sawalakhe and
Prakash, 2018) (Koch and Brilakis, 2011) (Ryu et al.,
2015), vibration based (Yu and Yu, 2006) and 3D reconstruction methods (Hou et al., 2007) (Cao et al.,
2020). Vision based methods rely on image or
video data. This approach divides into two main ap-

proaches: image processing and machine learning.
For machine learning, traditional algorithms that have
been applied to this task have relied heavily on hand
crafted features (Daniel and Preeja, 2014) (Hoang,
2018). To overcome these challenges, deep learning models, with their capability to extract visual features automatically from images rather than relying
on hand crafted features, have become more popular. For example, object detection models are trained
which can perform pothole detection by drawing a
bounding box around the potholes. (Bhatia et al.,
2019) investigate the feasibility and accuracy of thermal imaging in pothole detection. The proposed approach consists of 3 main steps: (1) data acquisition
under various lightning condition (2) data augmentation, to increase the size of dataset (3) training a
convolutional neural network (CNN) model. They
compare the result of a self-built CNN model with
pre-trained CNN models, with the pre-trained model
achieving an overall detection accuracy of 97.8%.
The main objective of this work is to find an efficient
CNN model for pothole detection using thermal imaging. However, the drawback of their system is that
it can only distinguish potholes and non-potholes on
thermal images which are rarely used in road inspection.
(Ping et al., 2020) developed a pothole detection
system by training on a pre-processed pothole dataset
with four different models and compared the accuracy across each model. The method achieved 82%
accuracy on YoloV3 (You Look Only Once: Version
3) (Farhadi and Redmon, 2018). However, the approach has not been tested on real world examples
and their trained YoloV3 model does not accurately
detect pothole on new images. The authors compare results of four different object detection models
and found that SSD (Single Shot Multi-box Detector)
gives higher accuracy but lower speed in comparison
to the YoloV3 model. YoloV3 provides higher speed
but lower detection accuracy and fails to detect small
potholes. (Gupta et al., 2020) propose a pothole detection and localization system which can detect potholes by drawing a bounding box around potholes.
The research utilizes thermal images and modified
ResNet50 model and achieves 91.15% average precision in detecting potholes. However, their method can
only work with thermal images which are rarely used
by pavement inspection companies. In addition, the
method can only detect potholes in images where the
camera distance is relatively close to the pothole. In
our work, we examine the problem of generalizability
of trained models in the domain of road inspection.
From the road inspection prospective, it is important
to use models that consider the variety of conditions
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such as different road surfaces, pothole sizes, distance
of pothole from imaging device. (Dharneeshkar et al.,
2020) propose a pothole detection system on their
own collected pothole dataset. The authors trained
different versions of YOLO object detection model
on 1500 images collected using a smartphone camera with a resolution of 1024 x 768. The proposed
method can detect and localize potholes at different
angles and on road surface. Similarly, (Ukhwah et al.,
2019) train different versions of YOLO object detection model on images from a highway survey vehicle in Indonesia. To train the YOLO model, the authors use 448 grey scale potholes images. The method
demonstrates that it can detect potholes from images
that are acquired by using highway survey vehicles.
The overall average precision achieved by the various models was 83.43%, 79.33% and 88.93% respectively.
From a commercial perspective, many vehicles
are now being adapted to include automatic pothole
detection system into their autonomous driving modules. For example, Jaguar Land Rover are researching
automatic road pothole detection in which their vehicles not only detect potholes but can also identify the
location as well as the severity of the pothole (Jaguar,
2015). Their proposed system can also send warning
messages to the driver. FORD are also developing a
pothole detection system where the system can warn
drivers about the location of potholes (FORD, 2018).
Another commercial application of automatic pothole
detection was proposed by (Bansal et al., 2020). Their
approach is based on vibration-based pothole detection which combines GPS, Internet of Things (IoT)
sensors including accelerometers and gyroscope and
machine learning. The IoT dataset was trained using a Support Vector Machine (SVM), Logistic Regression, Naı̈ve Bayes, Random Forest and K-Nearest
Neighbours (KNN). Random forest achieved highest
accuracy in detecting potholes 86.8%. The objectives
of the systems are to reduce injuries and deaths, alert
drivers about potholes before driving over them, share
pothole location data with government and civil authorities to repair pothole in timely manner and to
build a real time map which updates according to latest road conditions.
The task of pothole detection has many different variations – the variety of potholes, lighting levels, distance of the pothole from camera, shot angle,
imaging device and weather conditions. Therefore, a
useful road maintenance prediction model should be
able to generalise. In our approach we used a publicly available Kaggle dataset (Kaggle, 2019) to train
a prediction model for pothole detection which was
subsequently tested on a number of other dataset(s)
130

that represent a variety of real-world variations. Our
experimental set up and results are presented in the
next sections.

3

METHODOLOGY

This paper proposes a method for automatically detecting the presence and location of potholes in an image, whilst also considering the variety of real world
conditions that can occur during the automatic pavement assessment process. Using supervised machine
learning, we train an object detection model using an
image dataset containing potholes. We control the
number of each variation in training dataset and then
do controlled testing of these conditions using test
sets because we wish to check how well a model can
generalize to other datasets so it is necessary to control the variation of training and testing samples.
This section describes the details of preparing
training and testing data, object detection model architecture and training and testing steps. The training
dataset used in this research was the Kaggle pothole
dataset, a publicly available dataset with one positive
class (pothole present). The dataset contains 618 images. Due to the duplication of images in the dataset,
280 unique images were selected for training. Each
image was labelled by drawing a bounding around the
pothole using the LabelImg tool (LabelImg, 2015).
The model was trained under controlled settings and
tested using 4 other datasets described in detail below. Table 1 shows details for the training dataset, including four characteristics of training images which
could challenge model generalizability: acquisition
device, distance, distance from camera and lighting
level. The values or categories for each is provided
(e.g. close distance, medium distance and far distance
which means pothole is either close from camera angle or it is too far from camera angle or it is near
(medium) from camera angle). Figure 1 shows the
example of each camera angle.
Table 1: Breakdown of the Kaggle Pothole Dataset used for
Training.
Index Name
Training Data
Acquisition Device
Image Size
Distance
Lighting Level
Total Images

Description
Kaggle Pothole
Smartphone/Digital Camera
500 x 500
Close = 1 meter
Medium = 2∼3 meters
Far = 5∼10 meters
Normal: 228, Low: 52
280
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contain a pothole) images. Then we test for a number
of conditions ranging from different image sizes, different image types (stereo images) and different lighting conditions.

Figure 1: Example of different camera angles: Top left:
Close, Top right: Medium, Bottom: Far.

3.1

Data Preparation

Training images for our model require the location of
the pothole(s) in each image to be annotated. This
was manually applied to the 280 training images by
creating a bounding box around the area of interest i.e.
a pothole. Below are the steps that were performed for
the training data preparation:
Step 1: Create a dataset using labelImg, generating XML files that contain information about object
coordinates, image name, image width and height and
object name.
Step 2: Convert these XML files into CSV file
which store each XML file details.
Step 3: Convert CSV file to Tensorflow’s own
binary storage format tf-record i.e. train-record and
test-record. TensorFlow’s object detection API requires the data to be in the ‘tfrecord’ format. The
tfrecord format enables splitting, creating batches,
shuffling data and providing a uniform format across
network architectures and systems.

Figure 2: Implementation pipeline for pothole detection using Tensorflow object detection.

3.2

Testing Datasets

The focus of this research is to determine how an object detection model trained on one dataset (with a
known range of variations) can perform against a variety of conditions via a number of testing dataset(s).
First, we test if the image can distinguish between
positive (contains pothole) and negative (does not

The details of the 4 test dataset(s) used for testing are described below. Three dataset (s) (Negative
Images (Saxena, 2019), Cranfield (Alzoubi, 2018),
Pothole-600 (Fan et al., 2020)) are publicly available.
The fourth dataset is our own data, collected by acquiring the pothole images from different streets of
Dublin. In each test dataset bounding box labels are
not included, therefore we manually labelled each image by drawing a bounding box around the region of
interest using the LabelImg tool. Table 2 shows the
details of 3 testing dataset(s).
A) Negative Images: This dataset (Saxena, 2019)
provides a number of negative images. Due to the
presence of other objects in images such as vehicles, trees or people, the pavement surface has been
cropped from each image.
B) Cranfield Pothole Dataset (Alzoubi, 2018):
This dataset provides images of potholes on asphalt
pavement. The reason for choosing this dataset for
testing is its small image size i.e. 300 x 300 pixels,
as the model was trained on images of size 500 x 500
pixels.
C) Pothole-600 Dataset (Fan et al., 2020): This
dataset provides pothole images which were acquired
using a stereo camera. The reason for choosing this
dataset for testing is that the camera source and image type are different from the training set, as all images in the training set are acquired using smartphone
camera or digital camera.
D) Dublin Road Dataset: This dataset was acquired from pavements in Dublin using a smartphone
camera under daylight conditions. In total we collected 40 images with a resolution of 3648 x 2736.
The reason for collecting this dataset is to test images
with normal and low lighting condition. All images in
this dataset were collected during daylight hours, as
acquiring road images is not an easy or practical task
in darker environments. Therefore, an artificial low
lighting effect have been applied on the same testing
set.
Table 2: Testing dataset details.
Test Dataset
Cranfield (Alzoubi, 2018)
Cranfield
Pothole-600 (Fan et al., 2020)
Dublin Roads

Image Size
300 x 300
400 x 400
400 x 400
3648 x 2736

Total Images
50
50
50
40
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image sizes, images acquired from multiple sources
and lighting levels. In our experiments model training
and testing is done using Python, and the Tensorflow
object detection API. In this work we did not use data
augmentation. For training, a NVIDIA GeForce RTX
2070 GPU was used. All experiments are performed
under Windows 10 on Intel Core i7-9750 with 16GB
of DDR4 RAM. The model was trained with Adam
optimizer and L2 regularization, using an initial learning rate to 0.00001. The modelling process was done
in approximately 2 hours with 20k iterations. During
the training process we observed that after the 20k
iteration, the training loss did not decrease substantially, so we stopped the training and saved the model
parameters for the testing purpose.

3.4 Evaluation Protocol
Figure 3: Example images of each testing dataset: Top left:
Pothole-600, Top right: Cranfield Pothole Dataset, Bottom:
Dublin Road Dataset.

3.3

Pothole Detection with Faster
RCNN

To address the object detection problem for pothole
detection we have trained a state-of-the-art object detection model Faster RCNN (Ren et al., 2016). Faster
R-CNN has two stages for detection. In the first stage,
images are processed using a feature extractor (e.g.
VGG, MobileNet) called the Region Proposal Network (RPN) and simultaneously, intermediate level
layers (e.g.,” conv5”) are used to predict class bounding box proposals. In the second stage, these box proposals are used to crop features from the same intermediate feature map, which are subsequently input to
the remainder of the feature extractor in order to predict a class label and its bounding box modification
for each proposal. We also use Inception-V2 architecture as a backbone of Faster RCNN model. Inception
architecture has yielded better results than a conventional CNN architecture. Additionally, Faster R-CNN
model combined with Inception CNN architecture
shows an improvement in detection accuracy. The
choice of this network was motivated by the fact that
it achieves good results on different dataset(s) such as
Microsoft Common Object Context (MS COCO) (Lin
et al., 2014) and PASCAL VOC (Everingham et al.,
2010). Furthermore, it offers a structure that can be
modified according to specific task needs. Table 1
shows the details of the Kaggle dataset which is used
to train the object detection model. After training the
model, we tested the trained model using 4 dataset(s)
to investigate various parameters – negative images,
132

The performance of the developed model was evaluated on 4 datasets as described in Section 3.2. For
each testing set, results generated from the Faster
RCNN model were compared with the actual ground
truth. Several researchers have proposed different evaluation methods for the object detection task
(Padilla et al., 2020) (Zhao et al., 2019). In this paper, Intersection over Union (IoU) (also known as the
Jaccard index), precision and recall are used to evaluate trained models. IoU measures the overlap between the actual ground truth bounding box and the
predicted bounding box. We defined an IoU threshold
of 0.5 which means if the overlap between an actual
and predicted bounding box is <0.50% the model will
consider it as false positive whereas, if the overlap between actual and predicted bounding box is >0.50%
the model will consider it as true positive. In this way
precision and recall are calculated at 0.5 IoU thresholds. Increasing IoU threshold results in higher precision but lower recall. Conversely, decreasing IoU
threshold gives higher recall. For example, if we
IoU threshold set to 0.9 then we get higher precision which means model can detect potholes if the
overlap between actual and predicted bounding box
is >=0.9% the model will consider it as true positive. Figure 4 shows an example of an actual and predicted bounding box used for IoU calculation. A high
IoU threshold is not required as the exact placement
of the pothole relative to predicted area just needs to
be enough to say that a pothole exists in the area.
The task does not require precise pothole perimeter
discovery. Figure 5 shows precision and recall results from experiment 4 at IoU thresholds from 0.5
- 0.9. While precision does not vary greatly at different IoU thresholds, relaxing the IoU threshold results
in higher recall values.

Pothole Detection under Diverse Conditions using Object Detection Models

check the model performance on the same image size
as those of the training set. We then resize images to
test smaller size images. Table 4 shows that model
achieve almost same results on both smaller size images, with just a slight improvement on the (trained)
500 x 500 image size.
Table 4: Results of pothole detection on small image.

Figure 4: Example of Intersection over Union (IoU).

4

EXPERIMENTAL RESULTS

In this section we describe a series of experiments
conducted on a variety of dataset(s). We implemented
four experiments - within each, we focus on specific
variable conditions for are encountered on the pothole
detection task: distinguishing positive and negative
images, variety of image size, images captured with
different devices and variations in lighting level.

4.1

Experiment 1: (Positive and
Negative Images)

This experiment shows the performance of the trained
model on negative images i.e. no pothole on the pavement surface. 50 images were passed to the trained
model and 45 of those images were predicted correctly. In order to check the reason of wrong detection we check all images manually and found that the
errors were due to the appearance of shadows on the
road surface where the model considered these dark
patches as potholes.
Table 3: Results of pothole detection on negative images.
Non-pothole
45

4.2

Pothole
5

Accuracy
90%

Experiment 2: (Smaller Images)

In this experiment we used the Cranfield dataset and
tested with 50 images of size 300 x 300 pixels and 50
images of 400 x 400 pixels. As our model is trained
on images of size 500 x 500, in this experiment we
are investigating how well our trained model can generalize to detect potholes on smaller images. Initially
we have tested images of size 500 x 500 in order to

Model

Backbone

Faster RCNN

Inception V2

Image Size
500 x 500
400 x 400
300 x 300

Precision
79%
80%
79%

Recall
94%
92%
92%

4.3 Experiment 3: (Images Captured by
Stereo Camera)
The purpose of this experiment is to test the model on
a different image type: stereo images. However the
images in this dataset were varied in terms of the distance of the pothole from the camera so we also had to
check for any effect caused by this feature. Therefore,
we conducted 2 experiments. In the first experiment
we randomly selected 50 images from the dataset and
achieved the results in Table 5.
Table 5: Results of pothole detection on stereo images.
Model
Faster RCNN

Backbone
Inception V2

Image Size
400 x 400

Precision
77%

Recall
55%

Analysing the results in Table 5, the detection performance of the model is low. To understand this further, we conducted a second experiment where we divided the 50 images into two test sets based on distance - 25 images with a close distance between the
camera and pothole and 25 images with a medium distance between the camera and pothole. We compared
the results to a test set with 50 non-stereo images divided into two testing sets of 25 images with close
and medium distance to the camera.
Table 6: Results of pothole detection on stereo and nonstereo images with close and medium distance.
Model
Faster
RCNN

Backbone
Inception
V2

Testing
Dataset
Stereo
Non
Stereo

Distance
Medium
Close
Medium
Close

No.
Images
25
25
25
25

Precision

Recall

95%
65%
83%
63%

84%
52%
100%
48%

Results in table 6 shows that the image type or
source does not affect detection accuracy, rather the
distance from the pothole to the camera affects the
detection performance. In both experiments it can be
seen that images with medium distance have high detection accuracy compared to those at close distance.
The main reason for this is that our training set contains only a small sample of images where the distance from the camera to the pothole is close.
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4.4

Experiment 4: (Images with
Different Lighting Conditions)

This experiment uses images that were collected
across Dublin city centre in daylight. A total of 40 images were collected with normal lighting levels. In order to test different lighting conditions, we first tested
the original 40 images collected in daylight and then
applied an artificial low lighting effect to the same 40
images and retested on those. Table 7 shows the results of experiment 4. Analyzing the results in table
7 the detection performance of the model on normal
images is slightly lower than on low lighting level images. The reason for low accuracy on normal lighting
images is because the model is unable to detect potholes on two images in the normal lighting dataset.
However, in the low lighting dataset, the model correctly detected pothole on those two images.

factor which could affect the detection performance
as results are similar across all sizes. From the third
experiment we conclude that the camera source is not
a major factor affecting model performance. However, the distance of a pothole from the camera device
has an impact on the detection rate. From experiment
3 we conclude that the model has difficultly in identifying potholes that are close to the camera. From the
4th experiment we notice that lighting effect is not
having a major impact on the detection rate as long as
the distance of the pothole from camera device is not
close.
We believe that our results could be improved by
more labelled training data and more balanced training samples, particularly with respect to images taken
at different distances from the image capture device.

6
Table 7: Results of pothole detection on Dublin roads
dataset.
Model

Backbone

Faster RCNN

Inception V2

Testing Dataset
Dublin
(Normal Light)
Dublin
(Low Light)

Precision

Recall

78%

68%

78%

73%

Figure 5: Comparison of Precision and Recall at different
IoU threshold values.

5

DISCUSSION

The process of pothole detection for road maintenance is still largely done though manual visual inspection of images or videos acquired using cameras
or professional road assessment vehicles. This is a
time consuming and expensive task. The task is also
complicated by variations in images such as different
image types and sizes, camera types, lighting levels
and distance of the pothole from the camera.
From experiment 1 we found that shadows and
manhole covers on the pavement surface may be identified as false positives (i.e. the model falsely identifies then as potholes) and as such this adversely affects the model’s performance. From the second experiment, we conclude that image size is not a major
134

CONCLUSIONS

In this paper we investigated some common issues
which are likely affect the generalizability of any
model for automated pavement assessment. We determine the variations of images in terms of image size,
distance of pothole from camera angle and lighting
effect.
We trained an object detection model using the
Kaggle pothole dataset. We used Faster RCNN with
Inception V2 as a backbone model for object detection. To check model generalizability we used a variety of conditions including small image sizes, different image types and lighting effects. We have attempted to identify factors that may impact a generalizable model for pothole detection. These factors
include image size, camera source, lighting levels and
distract from the camera. To investigate these factors,
we conducted four experiments. In each experiment
we explore one condition.
We conclude that distance of a pothole from a
camera device plays an important role when aiming
to create a generalizable model for pothole detection.
A further problem for the pothole detection task is the
presence of other objects in the images (e.g. manhole
covers) that may be falsely identified as potholes.
Our work is currently limited to detecting a single pavement defect- potholes. This can be extended
to detect multiple pavement defects such as cracks,
patches, and ruts. The trained model could be deployed in a number of ways - for offline detection on
batches of images or on a smartphone or other hardware such as Nvidia Jetson Nano for real time pothole
detection. Regardless of the mode of implementation,
an automatic pothole detection method may help to
speed up and lower the cost of the pavement inspec-
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tion process which currently relies heavily on manual
human expertise.
In future work we will train with larger dataset(s).
In particular, we will train with more samples of images containing potholes that are close and far from
the camera. We will also use images that includes potholes as well other objects including shadows, manhole as well as other common objects in pavement
imagery. In this work we have focused on opensource images, but there are specified images that
are collected through commercial road inspection vehicles and provide more consistent images of pavements which can help to build more robust model specially for the task of automatic road inspection. Recently other sources such as drone shots and vehicle
windscreen cameras are being used to collect pavement data. Such images often contain a multitude
of objects such as vehicles, trees, traffic signs and
or/people. Such data would require pre-processing to
extract these objects before training for the pothole
detection task. Training object detection models with
larger dataset(s) will require very high computational
power and need more training time. We will also experiment with tuning the hyper parameters and training the model with other feature extraction networks.
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